
 Felzenszwalb et. al. describe an algorithm for detecting classes of objects in a dataset using a 
deformable parts model with a novel learning approach. The object model which is learned consists of 
several parts: a root filter, six part filters, and a spatial model for each part. The root filter is a filter which 
models the general appearance of the entire object for finding the coarse location of a given object. The 
parts filters are higher resolution filters, which model the appearance of individual parts of the object. 
Finally, the spatial models for each part describe where each part is likely to appear relative to the root 
center. The models are learned using a novel SVM in which latent variables are used for locations, 
allowing the model to explicitly encode uncertainty in the location of the root and each part of an object. 
In order to detect an object, the filter is run over the image at multiple scales, with the score for each 
location computed as the sum of scores from the root filter, and the part filters scored at the best location 
for each part. If the score breaks a tuned threshold, the location is classified with the current class. 
 One of the major insights of this paper is that learning the model from the entire dataset can be 
done by iteratively learning the model using the hard examples from successive steps. This approach 
provides a method for mining massive data sets to produce the optimal model, when the full dataset 
cannot be used. This increases the amount of data which can be used to train a model, without necessarily 
running into memory or performance issues and without losing accuracy in the trained model. Another 
interesting insight is the use of the dot product for scoring filter responses against the model - this 
provides an efficient method for producing a normalized distance metric, which makes the actual 
detection a matter of a more straightforward threshold. This is important for more complicated datasets in 
which images may contain multiple (or no) instances of a given class. Other papers I’ve read often use 
some form of non-maximal suppression to limit blobs of repeated positives, but often make some 
simplifying assumptions about how to threshold beyond that. 
 One direction for improvement of this paper would be to consider different part counts for each 
class of object, and measure the impact of this on detection. For some classes of objects, it seems 
reasonable to expect that more or fewer parts may improve performance, since the parts may over-fit or 
under-fit the actual class. For instance, the model learned for the bottle class appears to have an “upper 
middle” and “lower middle” type region, with fairly similar appearance. The model learned for person 
appears to have a single class for feet/lower legs. This would match the human intuition of a parts-based 
model, in which functional or semantic parts would correspond to the mathematical parts of the model. 
Conversely, definitive proof that functional or semantic parts have little impact on the algorithm would be 
a valuable insight for future research directions. 
 Dalal and Triggs present a benchmark comparison of different feature sets for detecting humans 
in images. The paper takes a selection of features and trains SVMs to detect humans using these features, 
and compares the performance of each learned model. Most of the features included in the paper are 
different approaches to constructing histograms of oriented gradients, with a considerable chunk of the 
paper focused on exploring the nuances the different approaches offer. This paper directly ties into the 
previous paper, which uses this work to select HOG as the preferred feature set to use. This paper thus 
serves as a background paper for the lower level aspects of the problem the previous paper addresses. 
This paper does an excellent job of measuring and discussing variations in computing the gradients and 
histograms, which is unusual in digging so deeply into the finer details of the implementation. Several 
insights in this paper are very useful, such as the observation that “abrupt edges at fine scales” are a major 
source of information about objects in an image. Instead of blurring images and computing edges, 
computing edges at the finest scale and transforming that data into lower resolution results can boost 
performance. Good contrast normalization is also called out as an important detail for feature description, 
but less intuition for this observation seems to be given. 
 One point for improvement in this paper would be to expand the information provided about the 
limitations of detecting other classes. At one point, the paper does reference the fact that signed 
orientations are useful for detecting other classes of objects, such as cars and motorbikes, which implies 
that some analysis was done on this front. However, adding quantitative data to back this up would be 
helpful, albeit directly against the title of the work.


